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Abstract 

This paper is related to the processing of large volumes of 

information known as Big Data. We present the 

implementation of the algorithm "repartition join" which is 

used to implement the join operation in large datasets. The join 

algorithm was programmed under the MapReduce 

programming model.  Because of implementing a join in the 

context of Big Data is complex and costly, we used the Hadoop 

platform, which provides the necessary tools for managing 

large volumes of information profits. Next, we analyze the 

behavior of the algorithm on a cluster consisting of 3 nodes for 

evaluating its performance.  
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1. Introduction 
In recent years it has been generated and stored data at an 
unprecedented scale. Such information need to be extracted, 
processed, stored and analyzed in order to take decisions that 
help organizations. Big Data research aims to address 
challenges that arise when capturing, storing and maintaining 
such data, it also worries about the search of information for 
analysis and visualization of results. The digital universe 
comprises all kinds of data, however the majority of new data 
being generated is from unstructured type. This means that 
data have no type definitions, it is not organized according to 
any pattern, and there is no concept of variables or attributes, 
such as is usually in database area. Companies have realized 
that the only way to gain advantage of such kind of data is to 
have the capacity to process the information that the company 
generates in an effective way. However, processing large 
volumes of information is a complex and costly task.  
In this paper we present the implementation of the algorithm 
"repartition join" which is used to implement the join operation 
in large datasets. The join algorithm was programmed under 
the MapReduce programming model under the Hadoop 
platform, which provides the necessary tools for managing 
large volumes of information.  The rest of the paper is 
organized as follows, Section 2 introduces related work, 
Section 3 introduces the MapReduce paradigm, Section 4 
presents the Hadoop platform, Section 5 introduces the join 
algorithm, Section 6 presents the implementation, Section 7 
presents experimental results and finally Section 8 concludes 
this paper. 

2. Related works 

There are several papers related to join-operator using 

MapReduce, however we present the papers that we use as 

basis for our implementation. In [7] authors model the cost of 

processing a join in MapReduce and argue that the main issue 

to be considered is to balance input and/or output between 

reducers. Therefore they present several algorithms and how 

to use them depending on the job and the statistics available. 

In [5] different algorithms to perform equi-join are presented. 

They present an evaluation of the algorithms that shows that 

depending on the setup, some algorithms do better than others. 

In [8] the authors propose strategies to implement join 

algorithms in situations where memory is limited. They 

proposed to exploit the similarity concept, basically a 

similarity function between user profiles in relations 

participating in a join. Besides, there are other research works 

that address the problem of optimizing joins directly into the 

platform by modifying the Hadoop core (e.g. [9,10]). 

3. MapReduce 

MapReduce (MR) is a programming model used to handle 

large amounts that provides an implementation framework for 

processing large-scale data sets [3]. The basis of this 

programming model is to break a problem into smaller 

independent tasks that are addressed in parallel way by 

different processes (e.g. on different machines in a cluster). 

The results of each process are then combined and displayed as 

a final output. The sets of input data can come from a database 

or a file and their values can be integers, floats, strings, bytes or 

complex structures such as lists, tuples and arrays. Key-value 

pairs are the basic work structure in MapReduce. A 

MapReduce job is divided into 4 stages: 

Initialization: In this step the input data (BD, html files, etc.) 

are prepared and divided into small tasks or processes. 

Map: The Map function takes as parameters a pair (key, value) 

and returns a list of pairs. The Map function is applied to each 

element of the input data, so that a list of pairs for each call to 

the Map function is obtained. 

Grouping and Sorting: At this stage different groups are 

created within each process and these groups are sorted for 

easy and proper handling of the data. 

Reduce: The Reduce function is applied in parallel for each 

group created by the Map function. The Reduce function is 

called once for each unique key output of the Map function. 

Along with this key, a list of all the values associated with the 



key is used to make a merger to produce a smaller set of 

values. 

3.1 Example Matrix Multiplication 

In this Section we present the MapReduce algorithm to 

perform the multiplication of two matrices AxB (see Figure 1 

and Figure 2).  

 
Figure 1. AxB example 

 

 
Figure 2. Algorithm to calculate AxB 

The multiplication algorithm for matrices under the 

MapReduce model is as follows: 

i)  Map phase: 

-For each element (i, j) of A, create a key-value pair where the 

key is (i, k) and the value A [i, j] for k from 1 to N. 

-For each element (j, k) of B, create a key-value pair where the 

key is (i, k) and the value A [j, k] for i from 1 to L. 

At this stage we will obtain as a result, codes which are 

composed of the position given by the row and column of each 

element of the array A and B, and the value comprises the 

value of the array in position. The values of our example in 

Figure 1 are the following: 

Map output 

  A[1,1] -> ((1,1), 19) - ((1,2), 19) - ((1,3), 19)  

  A[1,2] -> ((1,1), 24) - ((1,2), 24) - ((1,3), 24)               

  A[2,1] -> ((2,1), 50) - ((2,2), 50) - ((2,3), 50)  

  A[2,2] -> ((2,1), 10) - ((2,2), 10) - ((2,3), 10)  

  A[3,1] -> ((3,1), 08) - ((3,2), 08) - ((3,3), 08)  

  A[3,2] -> ((3,1), 21) - ((3,2), 21) - ((3,3), 21) 

  B[1,1] -> ((1,1), 07) - ((2,1), 07) - ((3,1), 07) 

  B[1,2] -> ((1,2), 09) - ((2,2), 09) - ((3,2), 09) 

  B[1,3] -> ((1,3), 60) - ((2,3), 60) - ((3,3), 60) 

  B[2,1] -> ((1,1), 59) - ((2,1), 59) - ((3,1), 59) 

  B[2,2] -> ((1,2), 31) - ((2,2), 31) - ((3,2), 31) 

  B[2,3] -> ((1,3), 20) - ((2,3), 20) - ((3,3), 20) 

ii) Reduce phase: 

We review and compare all pairs generated in the previous 

phase, where the key is (i, k) and the value is the data to 

perform the operation A [i, j] * B [j, k], thereby obtaining the 

elements of the product matrix. For our example in Figure 1 the 

values obtained are: 

 
((1,1), (19*07, 24*59)) ((1,2), (19*09, 24*31))  
((2,1), (50*07, 10*59)) ((2,2), (50*09, 10*31))  

((3,1), (08*07, 21*59)) ((3,2), (08*09, 21*31))  
 
((1,3), (19*60, 24*20)) 
((2,3), (50*60, 10*20)) 
((3,3), (08*60, 21*20)) 
 

((1,1), (133 + 1416)) ((1,2), (171 + 744))   
((2,1), (350 + 590)) ((2,2), (450 + 310))   
((3,1), (56 + 1239)) ((3,2), (72 + 651))  
 
((1,3), (1140 + 480)) 
((2,3), (3000 + 200)) 
((3,3), (480 + 420)) 
 

Reduce output 

((1,1), (1549)) ((1,2), (915)) ((1,3), (1620))   
((2,1), (940)) ((2,2), (760)) ((2,3), (3200))   
((3,1), (1295)) ((3,2), (723)) ((3,3), (900)) 

 

4. Hadoop 

Hadoop is a platform to develop scalable and reliable software 

for distributed computation under the MapReduce 

programming model  [4]. It can be run in one or more nodes 

and in both cases, the operation is based on the implementation 

of four processes that communicate on the client / server 

model. The architecture of Hadoop is shown in the Figure 3. 

 
Figure 3. Hadoop Architecture 

The elements of architecture in Hadoop are the following [4]: 

JobTracker: The MapReduce JobTracker process receives 

user programs, creates and assigns map and reduce tasks to 

TaskTracker processes. Subsequently, maintains 

communication with these processes to monitor the progress of 

implementation of each map and reduce tasks. If the 

JobTracker process fails, the MapReduce environment breaks 

and cannot be run MapReduce programs. 

TaskTracker: TaskTracker processes are responsible for 

implementing the map and reduce tasks that have been 

assigned by the JobTracker and report their progress in 

implementing the same. Although only runs a TaskTracker per 

client node, each TaskTracker generates multiple Java Virtual 

Machines to run a map task or reduce task in parallel. 

NameNode: The NameNode process maintains the directory 

tree and file system HDFS files. Now that all nodes split, each 

file and other related metadata are located. Their information is 

not persistent; it is constructed using the DataNodes when start 

the system. Partition splits files (with a default size of 64MB 

each split) and distributes the splits; DataNodes orders them to 



the corresponding replication. If a node running a DataNode 

process fails, the other directs the replica, DataNodes perform 

the splits that are located on that node to maintain the 

replication factor. If the NameNode fails HDFS file system is 

corrupted. 

DataNode: DataNodes processes are in charge of the 

operations of input / output in HDFS system. They maintain 

communication with the NameNode to report where splits are 

located and receive information to create, move, read, or delete 

splits. On the other hand, communicate with each other to 

perform the data replication. The NameNode JobTracker and 

processes are server processes while TaskTracker and 

DataNode processes are client processes. Hadoop allows users 

to specify the server and client nodes. 

5. Join operator  

There is a kind of queries executed in multiple tables that are 

called JOINS combinations or compositions. Such kinds of 

queries retrieve data from two or more tables using logical 

relationships among them, called join conditions. A join 

condition defines the way in which two tables are related in a 

query by specifying the column from each table to be used for 

the combination. A specific combination provided a foreign 

key in a table and its associated key in another table. The join 

conditions can use logical operators (=, <>, etc.) for comparing 

the values of the columns. 

The simplest way to build a join is, for every tuple in the first 

relation R (outer loop), entirely cover the second relation S 

(internal cycle, see the Figure 4). The simple version of the join 

algorithm is of order  n×m, this fact make it very expensive. 

 

 
Figure 4. Simple Join Algorithm 

 

4.1 Repartition Join 

The algorithm 'Repartition Join' uses two datasets 'L' and 'R' 

with a key field in common and comprises two phases  [5]. The 

pseudocode is shown in Figure 5: 

Phase Map: 

 Each task in each split map works both on R and L 

 Each map task tag records according to the original table 

 The outputs resulting from the union are labeled as (key, 

value). 

 The results are then partitioned, sorted and grouped. 

Phase Reducer: 

 All records of each join are grouped and are eventually 

reduced. 

 For each join, reducer function separates the input records 

into two sets according to the label on your source table. 

 Make a cross-product between the records of the previous 

sets. 

The problem with this version of the algorithm is that all 

records generated, key field from both L and R have to be 

stored. Therefore, it can cause buffer overflow. 

 
Figure 5. Map and Reduce Phase algorithm Repartition Join 

[5]. 

6. Implementation 

Our Hadoop cluster includes three iMac machines with the 

following characteristics: 

 Operating System Mac OS X Lion version 10.7.5 

 Processor Intel Core 2 Duo, 2.16 GHz 

 4GB DDR2 RAM 667 MHz 

 Hadoop version 1.0.4 

 Oracle Java SRE 1.6 

The data set we used in our experiments was obtained from 

stackoverflow site. It includes tables of data users and 

comments made by registered users on a hypothetical website. 

The files are organized in XML format as shown in the Figures 

6 and 7. 

 

 
Figure 6. Check the users table. 

 

 

Figure 7. Check the comments table. 

6.1 Code of Map and Reduce phases 

The Figure 8 presents the user mapper implementation. This 

mapper parses each input line of user data XML. It grabs the 

user ID associated with each record and outputs it along with 

the entire input value. It prepends the letter A in front of the 

entire value. This allows the reducer to know which values 

came from what data set. 



 
Figure 8. Phase Map on users.xml file 

The reducer code iterates through all the values of each group 

looking by relationships and then puts the record in one of two 

lists. After all values are combined in either list, the actual join 

logic is executed using the two lists. The join logic differs 

slightly based on the type of join, but always involves iterating 

through both lists and writing to the Context object. The Figure 

9 presents the reduce phase. 

 
Figure 9. Reduce Phase of the generated keys. 

 

7. Results and Testing 

The Table 1 shows the results obtained in our experiments. The 

variables we take into account are the file size and the 

processing time.  

Runtime File 

“Users.xml” 

File 

“Comments.xml” 

34 sec 1.1 Mb 1.2 Mb 

1 min 5 sec 1.1 Mb 2.9 Mb 

3 min 6 sec 98.8 Mb 104.9 Mb 

13 min 24 sec 809.7 Mb 956.6 Mb 

26 min 37 sec 809.7 Mb 4403.2 Mb 

Table 1. Results obtained 

The Figure 10 shows our experimental results. It can be seen 

that there is no big difference in time for the first three 

experiments. In the last two cases the execution time increases 

due to the size of the files users and comments. Therefore, if 

we take the first value as reference, in the last case the 

execution time grows from 34 seconds to 1597 seconds (46.9 

times) and the files sizes grow from 1.2Mb to 4403 Mb (3699.1 

times) for users file and from 1.1Mb to 809.7Mb  (736 times) 

for comments files. This data shows that the algorithm scales 

well if we compare the execution time with the size of the files. 

 
Figure 10. Experimental results 

8. Conclusions and future work 

MapReduce is a programming model that has been widely 

accepted to process large amounts of data. In this work we 

present the implementation of an algorithm reported in research 

works published in main conferences and journals of DB area.  

Through this work it has been demonstrated the effective 

processing of Big Data in Hadoop and how this kind of 

technology can be adopted in an easy way. As future work we 

want to evaluate other types of files and to add more nodes to 

the cluster. We are also searching real situations where can be 

applied the knowledge gained in this implementation. In 

addition we propose to study in detail the implementation of 

the algorithms and the Hadoop platform to propose 

improvements. Such kind of research will be conducted as part 

of the MSc studies of the first author.  
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